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We introduce a new technique for integrating probability distributions with large scale IAMs.
We ﬁnd that investment in energy technology R&D is important with or without a climate policy.
We illustrate the importance of considering two-stage problems under uncertainty.
Prospects for technological change and economic interactions must both be taken into consideration when crafting R&D policy.
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In this paper we provide an overview of decision frameworks aimed at crafting an energy
technology Research & Development portfolio, based on the results of three large expert elicitation
studies and a large scale energy-economic model. We introduce importance sampling as a technique for
integrating elicitation data and large IAMs into decision making under uncertainty models. We
show that it is important to include both parts of this equation – the prospects for technological advancement and the interactions of the technologies in and with the economy. We ﬁnd that investment in
energy technology R&D is important even in the absence of climate policy. We illustrate the value of
considering dynamic two-stage sequential decision models under uncertainty for identifying alternatives
with option value. Finally, we consider two frameworks that incorporate ambiguity aversion. We
suggest that these results may be best used to guide future research aimed at improving the set of
elicitation data.
& 2015 Elsevier Ltd. All rights reserved.
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1. Introduction
The ultimate goal of collecting information on the impacts of
R&D and of running simulations on Integrated Assessment Models
(IAMs) is to inform decision making. In this paper we discuss how
R&D data and IAM outputs can be used in different decision frameworks, and the impact that the different frameworks have on
the ultimate results. We do this with an objective of providing
insights into the optimal government funded energy technology
R&D portfolio.
n
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The Elicitation and Modeling Project (TEaM)1 has provided a set
of probability distributions over the outcomes of energy technology R&D investment, based on three sets of expert elicitations
performed over 5 years by three different research teams: Anadón
et al. (2012, 2014), Baker et al. (2008c, 2008b, 2009a, 2009b, 2010,
Baker and Keisler (2011), Bosetti et al. (2011, 2012), Catenacci et al.
(2013). The R&D outcomes are measured in terms of the future
performance of energy technologies, including their costs and
efﬁciencies. Though it is informative to consider the impact of R&D
investments on these technological outcomes, it is also important
1
http://www.feem.it/getpage.aspx?
id ¼4278&sez ¼research&padre ¼18&sub ¼ 70&idsub¼ 86&pj ¼ ongoing.

276

E. Baker et al. / Energy Policy 80 (2015) 275–285

to consider how speciﬁc technological outcomes are likely to impact economy-wide outcomes. The implications of R&D on the cost
of a speciﬁc technology might be very large, but if there are less
expensive alternatives to that technology, this impact might be
smaller than one would expect prior to an equilibrium analysis. In
order to evaluate the impact of technology improvements on societal outcomes, the TEaM project has used IAMs to translate
technological characteristics into metrics of interest, such as the
cost to achieve a particular carbon emissions path, or the diffusion
of different technologies into the economy. In this paper we focus
on results from GCAM, but a similar analysis can be done using the
results from the other IAMs.
The next step is to use the resulting distributions over economic impacts to inform decisions: it is not easy to anticipate a
priori how data distributions translate into optimal decisions
(Baker and Solak, 2011). The optimal decision under uncertainty is
not necessarily some average of the optimal decisions under certainty, nor is it necessarily near the optimal decision under a
central case (Baker, 2009; Dow and Werlang, 1992; Santen and
Anadon, submitted for publication).
Different questions require different decision support frameworks. In a world in which a stabilization goal has been chosen
through political negotiation, the best framework is one that takes
this goal as given. However, in a world in which decisions about
environmental goals are ongoing, and are likely to depend on the
outcome of uncertainties, a framework that allows for ﬂexible
adjustment of the strategy once learning has taken place is more
appropriate. Additionally, some people argue that in a world with
multiple conﬂicting probability distributions, decision frameworks
should account for ambiguity-aversion. In this paper we consider
how the optimal R&D portfolio differs across elicitation teams, and
when (1) the stabilization pathway is a second stage choice
compared to when it is given; and (2) the impact on a one-stage
model of using a simple ambiguity-averse framework.
In this paper, we ﬁnd that the different expert judgment studies on the expected returns to technology R&D lead to different
optimal R&D portfolios; and that moreover, the optimal portfolios
under a traditional optimization and two different extreme ambiguity averse frameworks all lead to different optimal portfolios.
On the other hand, we ﬁnd that while knowing the expected returns to technology R&D is crucial, it is not enough: both sides of
the equation are important here.
An important ﬁnding of this paper is that investing in public
R&D is important, even in a world with no emissions policies; in
fact, the optimal R&D investment may be higher in worlds with no
emissions policies than in worlds with moderate emissions policies. A strand of the literature has found a somewhat similar
result: in the presence of endogenous technical change, optimal
carbon taxes may be higher than pigovian taxes (Hart, 2008;
Greaker and Pade, 2009). These two results are related in that they
both ﬁnd that if we are restricted to one policy instrument rather
than two, that policy instrument may have to be more stringent. In
related work, Acemoglu et al. (2012) ﬁnd that it is not optimal to
have only a carbon tax and no R&D subsidy. In this paper, we
examine whether it is still worthwhile to invest in technological
change even in the absence of an emissions policy.
In Section 2 we discuss a number of different frameworks and
the optimization models that we focus on. In Section 3 we describe
our detailed numerical example, comparing decision frameworks
across different elicitation teams. We present assumptions, data,
and solution methods, and discuss the methods for integrating the
elicitation data into IAMs. In Section 4, we present the results of
our numerical example; and conclude in Section 5.

2. Frameworks for uncertainty analysis
2.1. A review of decision frameworks
In this section we discuss a set of frameworks, including sensitivity analysis, Monte Carlo type analysis, single-stage decision
making under uncertainty (DMUU), sequential DMUU, and frameworks to account for ambiguity aversion.
2.1.1. Sensitivity analysis
When there is uncertainty over the values of inputs, the ﬁrst
level of analysis is sensitivity analysis. This is the most common
approach taken by Integrated Assessment modelers. Sensitivity
analysis can reveal which parameters are most important to
carefully characterize, and can sometimes provide an estimate for
how outputs of interest change with the uncertain input parameters (see e.g. Bosetti et al. (2015)). Another approach is a global
scenario analysis on a small set of assumptions about uncertain
model inputs: speciﬁcally focusing on technological outcomes
(McJeon et al., 2011) shows that signiﬁcant substitution exists
between supply technologies; the relative value of advancement in
a technology depends on the interaction effects within technologies in that scenario.
The beneﬁts of sensitivity analysis are that it is relatively easy
to undertake this analysis, and it shows how one output changes
when an input changes. This allows modelers to get an idea of
which parameters are most important to model carefully; and it
can give some policy insights into how outputs change with inputs. The limitation of sensitivity analysis is that it will often not
address the impact of non-linearities: the best alternative under
uncertainty may not be equal to some kind of average of the best
alternatives under certainty. Moreover, sensitivity analysis is
generally done in the absence of probabilities, thus the analyst is
unable to determine whether “interesting” effects have much, or
even any, likelihood of arising.
2.1.2. Monte Carlo-type analysis
When a probability distribution over uncertain inputs is available, a Monte Carlo-type analysis can be performed: the analyst is
able to estimate the distribution of the outputs by using draws
from the distribution of the inputs. (We call it “Monte Carlo-type”
analysis to include more sophisticated sampling techniques such
as Latin Hyper Cube). This has been commonly used in the IAM
literature to investigate uncertainty (see Crost and Traeger (2013)
for examples). Monte Carlo-type analysis can provide a layer of
insights above sensitivity analysis. It is particularly useful for descriptive models, in which we are most interested in gaining an
understanding of the state of world.
Monte Carlo-type analysis is less useful for decision models, in
which we are most interested in understanding near-term optimal
decisions. In fact, the key limitation to Monte Carlo is that, generally, each run of the model is run under the assumption of the
certainty of the sampled input values. That is, all uncertain outcomes are realized before the model is run and decisions are
made. It is possible, but not often done, to restrict early decisions
in a model to be identical across all samples. However, this early
scenario tends to be arbitrary, rather than a response to the actual
uncertainty. Monte Carlo cannot tell us what the impact of uncertainty on the optimal decisions is, just what the range of uncertainty over the outcomes is. Crost and Traeger (2013) present
an excellent discussion of the limitations of Monte Carlo, as well as
a numerical example using the DICE model.
2.1.3. Single stage decision under uncertainty
Like Monte Carlo, this framework explicitly incorporates uncertainty. Unlike Monte Carlo, this method includes an
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optimization component that allows the analyst to determine the
impact that uncertainty has on near term optimal decisions,
therefore accounting for the effects of non-linearity, such as risk
aversion or non-linear damages in climate change. However, this
framework does not include learning or recourse, therefore will
miss alternatives with “option value”. It can provide insights into
non-linear problems and problems with risk aversion.
2.1.4. Two-stage decision under uncertainty
One step up from the previous is to add a second stage, in
which a second set of decisions may be made after some or all the
uncertainty is resolved. Adding this second stage has proved to be
very powerful, allowing for a number of insights not otherwise
available. The most prominent example of this was the work on
investment under uncertainty, and the idea of “real options” (Dixit
and Pindyck, 1994). That book, and many others since then,
showed that the optimal near term action is not only signiﬁcantly
quantitatively different, but often qualitatively different as well.
Some near term alternatives have “option value,” that is, they allow for more ﬂexibility in the future to change course once the
uncertain outcomes have been revealed.
2.1.5. Multi-stage decision making under uncertainty
In the real world information is revealed over time, and many
decision points exist. In order to reﬂect this, some models use a
framework of multi-stage sequential DMUU. This framework can
be implemented using sophisticated techniques such as stochastic
programming or dynamic programming, with approximate dynamic programming (ADP) gaining popularity recently. There have
been a number of implementations of 2-stage and multi-stage
DMUU frameworks using versions of models in the DICE family, a
relatively simple IAM (for example, Crost and Traeger, 2013; Kelly
and Kolstad, 1999; Kelly and Tan, 2013; Lemoine and Traeger,
2012; 2014; Traeger, 2013; Webster et al., 2012; Yongyang et al.,
2012). Some of these use ADP to investigate the effects of uncertainty and learning, using simpliﬁed version of DICE, but allowing for inﬁnite time horizons and continuous state spaces.
Moreover, DICE has a simpliﬁed technological set up, so while it
might be very useful in investigating problems that look into climate system uncertainties, it provides fewer insights when
studying problems concerned with technological change uncertainty and R&D decision making. A number of papers have used
DICE to investigate technological change, usually deterministically,
but these tend to be highly stylized representations of technical
change not appropriate for portfolio analysis (see Popp (2004,
2006) for insightful examples of this type of analysis; see Baker
and Shittu (2008) for a review of stylized representations of
technical change and their implications). A couple of mediumsized IAMs have made some headway at incorporating stochastic
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programming, including WITCH (Bosetti and Tavoni, 2009; Emmerling and Tavoni, 2013), and MERGE (Durand-Lasserve et al.,
2010). A key challenge to all multi-stage frameworks is the curse of
dimensionality: Stochastic programming problems become quite
large with the number of outcomes; ADP with the number of state
variables. Moreover, most of these papers use assumed probability
distributions with functional forms, such as Normal or Uniform;
these assumptions may be reasonable when considering natural
phenomena, such as temperature, but are not good approximations of the uncertainty over technical change.
All in all, whether the addition of extra stages beyond 2 or
3 adds considerable insight is an open question (Baker, 2006;
Webster et al., 2012).
2.1.6. Frameworks to account for ambiguity aversion
There is an increasing literature that suggests that policy makers should take ambiguity aversion into account when choosing
climate change policies (Gilboa et al., 2009; Heal and Millner,
2014; Kunreuther et al., 2013; Lemoine and Traeger, 2012; Millner
et al., 2013). The idea is as follows: there is deep uncertainty
around climate change (and climate change technologies) in the
sense that scientists do not agree on a single prior probability
distribution. It has been shown that behaviorally many people are
ambiguity-averse (see Ellsberg (1961) for classic case): they will
choose an alternative with lower expected value if that alternative
is presented as having “certain” probabilities rather than “ambiguous” probabilities, or as having an aggregated probability distribution rather than a compound probability distribution. While
the Savage (1951) Subjective Expected Utility (SEU) framework,
based on a set of reasonable axioms, does not allow for ambiguity
aversion, there exist alternate sets of axioms that do allow for
ambiguity-aversion in decision making. There is not, however,
widespread agreement on which framework to use in order to
account for ambiguity aversion. In this paper we apply two simple
frameworks found in the literature. The key difference between
these frameworks and more traditional DMUU frameworks is in
their objectives. Traditional frameworks seek to directly minimize
expected costs, for example; the ambiguity-averse frameworks
seek to minimize the worst case cost or the largest regret. The ﬁrst
framework is MaxiMin Expected Utility (Gilboa and Schmeidler,
1989). This framework allows for using existing probabilities (rather than ignoring all probabilities in favor of using very worstcase scenarios). This framework ﬁnds the expected utility for all
possible priors, then chooses the alternative that gives the highest
expected utility under the worst case prior. This approach reﬂects
an extreme ambiguity aversion since it does not rank or weight the
possible priors. It has been shown that a more moderate framework such as “smooth ambiguity” often will give the MaxiMin EU
solution as ambiguity aversion moves to its maximum (Klibanoff

Fig. 1. Inﬂuence diagrams representing the two decision frameworks. Square nodes represent decisions; oval nodes represent uncertainties; rounded squares represent
functions; diamond nodes represent values.
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et al., 2005). The second approach we consider is a MiniMax Regret Expected Utility framework. It is similar to a traditional
MiniMax Regret framework, but uses the priors to calculate expected utilities. This framework minimizes the regret of the expected utility for all possible priors, under the worst case prior.
2.2. Our Decision frameworks and optimization models
In Fig. 1 we present inﬂuence diagrams for the one-stage and
two-stage decision frameworks that we consider in this paper.
The top inﬂuence diagram is a one-stage problem, in which the
stabilization goal is given. The key decision (represented by a
square node) is how much to invest in which technologies. The key
uncertainty (represented by an oval node) is the performance of
the technologies starting in 2030. The arrow going into the oval
indicates that the probability distribution over technology performance is conditional on the R&D investment decision. We
model the next step as a function: each IAM, when given a set of
technology performance parameters and a Representative Concentration Pathway (RCP),2 minimizes the cost of the RCP by
choosing deployment investments in different energy technologies. The overall objective is to minimize the cost of abatement
plus the climate damages plus the cost of R&D investment. Climate
damages are included even though damages are primarily related
to the RCP; different technological outcomes can lead to slightly
different emissions paths under the RCPs and therefore to different
damages. In the unconstrained cases, technology is the only thing
that drives any differences in the damages.
While it is very common in IAM modeling to investigate a range
of technologies and policies, conditional on a stabilization goal
(Moss et al., 2010; Clarke et al., 2009; Van Vuuren et al., 2011), it is
clear that the ultimate level of abatement will depend on the
outcomes of uncertainties (Baker et al., 2008a; Hof et al., 2008,
2010). Thus, we consider a two-stage problem of sequential
DMUU, illustrated by the lower Inﬂuence diagram, in which the
second stage decision is to choose the RCP. Closely related to this
approach is Aaheim (2010), in which an optimal stabilization is
chosen in response to uncertainty about abatement costs. Lemoine
and McJeon (2013), in a paper that combines GCAM and the DICE
damage function, investigate the robustness of stabilization targets
in response to uncertainty over damages and technical change,
and ﬁnd that modeling uncertainty in technical change and climate impacts is more important than the uncertainty in the climate system.
In our framework the RCP – either 2.6 W/m2, 4.5 W/m2, or
unconstrained – is chosen after the decision maker learns about
the technology performance parameters. Climate damages play a
more important role in this model, as information about the level
of climate damages is in many cases the primary reason for
choosing one RCP over another one. Everything else in this problem is the same as the one-stage problem.
The decision maker is a social planner, considering both the
cost of the public R&D and the global costs and beneﬁts of stabilization pathways.
2.2.1. Optimization models
To implement these frameworks we use a multi-model framework consisting of an IAM and simple optimization models. The
IAM provides the estimated abatement costs and temperatures
from climate change; and the optimization models determine the
optimal R&D portfolio.
2

We consider two RCPs, 2.6 and 4.5 W/m2, roughly equivalent to a 450 ppm and
550 ppm stabilization goal in the GCAM model. See Van Vuuren et al. (2011, 2013)
for more details on RCPs.

2.2.1.1. One-stage. For this framework, we take the RCP as given.
The objective is to minimize the expected total abatement cost to
achieve the given RCP plus climate damages plus the R&D cost.

∼⎤
ks + D
min E I ⎡⎣TAC
s ⎦ + κF I
I

{

}

(1)

ks is the total abatement cost (the Net Present Value over
where TAC
the entire time horizon) to achieve the given RCP s , where
ks is a random variable whose
s ∈ {2.6, 4.5, unconstr }. The TAC
outcome depends on the technological outcomes. The probability
distribution over the technological outcomes depends on the
portfolio, I = [I1, … , I5 ] where I j is the level of investment in
technology j. FI is the R&D funding amount for portfolio I:
5

FI =

∑ Ij

(2)

j=1

The opportunity cost of R&D funding is represented by a multiplier, κ. j
Ds , the estimated damages given RCP s, are included for
consistency with the second framework. We will refer to this as a
traditional SEU framework, in contrast to the MaxiMin EU and
MiniMax Regret frameworks below which account for ambiguity
aversion.3
2.2.1.1.1. One-stage ambiguity aversion models. The MaxiMin EU
model is presented here:

∼⎤
⎤
⎡
ks + D
min max ⎣E I (τ) ⎡⎣TAC
s ⎦ + κF I ⎦
I
τ

{

}

(3)

where τ represents the elicitation team, τ ∈ {FEEM, Harvard, UMass} ;
the τ in parentheses means that the expectation is being taken using
the probability distribution from team τ. In this model, for each
portfolio I we ﬁnd the team that produces the highest expected cost;
we then choose the portfolio that minimizes this cost.
The MiniMax Regret EU model is as follows:
⎧
∼⎤
∼⎤
⎡
⎤
⎡
⎤ ⎫
⎡k
ks + D
⎬
min ⎨ max ⎣⎢E I (τ) ⎡⎣TAC
s ⎦ + κF I ⎥
⎦ − min Iτ ⎢⎣E Iτ (τ) ⎣TAC s + D s ⎦ + κF Iτ ⎦⎥ ⎭
I ⎩ τ

(4)

where Iτ represents a portfolio for team τ. The second “min”
expression ﬁnds the optimal portfolio for a given team τ. The expression inside the triangle brackets gives the regret, the difference in cost between the portfolio under consideration and the
optimal portfolio. We maximize this value across the teams to ﬁnd
the team distribution that gives us the most regret. Finally, we
choose the portfolio that minimizes this regret.
The difference between these two frameworks can be described axiomatically; they satisfy two different “independence”
axioms (Stoye, 2011). Both exhibit maximum ambiguity aversion.
Intuitively, the difference between the two frameworks is what
they take as a baseline against which to evaluate ambiguity.
MaxiMin EU aims to avoid the worst case, in this case the highest
cost; MiniMax Regret aims to avoid missing out on the best case, in
this case the lowest cost.
2.2.1.2. Two-stage. In this framework, the RCP is a decision rather
than an assumption. The objective is to minimize the expected
total abatement cost plus climate damage cost plus R&D cost. This
framework is solved only under traditional SEU.

⎡
∼⎤
ks + D
min E I ⎢ minTAC
s ⎥ + κF I
⎣ s
⎦
I

{

}

(5)

All variables are as deﬁned in the section above. Note that the

3
We are minimizing costs rather than maximizing utility. We do not account for
risk aversion in our central models. However, we tested the model using an exponential utility function with a wide range of risk aversion coefﬁcients and found
no impact on the results.
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RCP, s, is being chosen, and it is being chosen after we learn about
the outcome of technological change. By “learning” we mean that
the outcome of technological change is realized before the 2nd
stage decision is made. Thus, this is a two stage decision model,
with sequential DMUU, albeit a very simple one.
2.3. Damages and abatement cost
The climate damage, represented by Ds , is calculated as follows:

DS =

∑ δ tπTt2, S Gt
t

(6)

where Tt , s , is the global mean temperature at time t, under RCP s; δ
is the discount factor; π is a multiplier that converts the square of
temperature to a fraction of GDP lost based on the formulation in
DICE (Nordhaus, 2008); and Gt is the GDP (in trillions of dollars) at
time t. This results in damages in the unit of trillions of dollars.
Similarly, the Total Abatement Cost (TAC) is deﬁned as

TAC s =

∑ δ tACs, t
t

(7)

where ACs, t is the annual abatement cost (in trillions of dollars) at
time t, under an RCP. Note that the IAMs only report values for
every 5 years. We assume that the temperature and the AC are
linear between the reported years.

3. Numerical example
3.1. Technologies
We consider 5 technology categories: Solar PV, Electricity from
Biomass, Liquid Biofuels, Nuclear Fission, and Carbon Capture and
Storage (CCS). We use data on 8 parameters: Levelized Cost of
Electricity ($/kWh) for solar PV; non-energy cost for electricity
from biomass ($/kWh) and for liquid biofuels ($/gallons of gasoline
equivalent); conversion efﬁciency for electricity from biomass and
for biofuels (both in %); overnight capital cost for nuclear ($/kW);
additional capital cost for CCS ($/kW); and Energy Penalty for CCS
(%). The probability distributions for these parameters are taken
from Baker et al. (2015). That paper presents probability distributions derived from three sets of expert elicitations on a
standardized set of metrics for ﬁve technologies. The original
studies elicited distributions over a wide variety of metrics, differing for each study. The speciﬁc 8 parameters were chosen in
order to (1) minimize the number of required assumptions; and
(2) allow for implementation of the metrics into Integrated Assessment Models such as GCAM. This second objective led the
team to separate biomass into two metrics – capital (or non-energy) cost and efﬁciency – in order to disentangle the cost of the
biomass from the cost of the conversion technology. Fig. 3 in Baker
et al. (2015) illustrates the range of uncertainty across all of these
metrics and across the three elicitation teams. All metrics exhibit
uncertainty, with the least uncertain metric, bioelectricity efﬁciency, having a coefﬁcient of variation of 0.2.
3.2. Generation of payoffs using energy economic models
Frameworks for DMUU (as opposed to sensitivity analysis and
Monte Carlo) can be quite computationally intensive, and therefore are sometimes quite difﬁcult to use with technologically-detailed IAMs.
One approach is to use multiple models. In this method, a
technologically-detailed IAM is used to estimate the impact of
technological change. Then, outputs of this model are used as input into a simpler decision framework that can explicitly
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incorporate sequential decision making. Examples can be found in
Blanford (2009), Baker and Solak (2011, 2014) and Anadon et al.
(2014).
In this paper we provide an example of this kind of analysis. We
use modeling outputs from GCAM (Kim et al., 2006) to compute
the payoffs that are used in simple one-stage and two-stage decision models. The GCAM model follows a protocol that encompasses one unconstrained baseline and two different RCPs,
2.6 and 4.5 W/m2. A detailed description of the generation of the
outputs we use here is in (Barron and McJeon, 2015); model
characteristics and some basic results of a scenario-based model
comparison are provided in Bosetti et al. (2015).
We use detailed data on the relationship between R&D investments and the probability over outcomes of technological
change, and a detailed model of how technologies interact in the
economy, instead of stylized representations of technical change
and theoretical probability distributions. In trade off to this, and to
allow us to run a number of numerical experiments, we use a
highly simpliﬁed reduced-form decision model and a small number of 2nd stage alternatives.
3.2.1. Importance sampling
For this project we have piloted a new use for an old technique,
importance sampling. Importance sampling has generally been
used as a version of Monte Carlo-type analysis, when the area of
interest in the input distribution has very low probability: sometimes the function of concern is only non-zero over a portion of
the distribution with very low probability. If one samples the
distribution randomly, it is possible that there are no points in the
sample from the area of interest. Importance sampling allows one
to sample more frequently on the most valuable part of the distribution, and renormalize back to the actual distribution of interest, correcting for the use of an importance distribution (Owen
and Zhou, 2000). This method has traditionally been used in order
to more efﬁciently estimate an integrand, leading to a smaller
variance than when using crude Monte Carlo (Judd, 1998).
Our objective in using Importance Sampling is related, but
different. Rather than having a single probability distribution for
which we want to estimate moments, we have four alternative
sets of distributions (one for each of the three elicitation teams
plus the Combined) with three funding levels in each set, and ﬁve
technologies that need to be combined into portfolios. At the same
time, the large IAMs that can estimate the economic interactions
of the technologies are quite computationally expensive. Thus, our
use of Importance Sampling is as follows: we choose a single
sampling distribution to work for all of the different underlying
probability distributions, so that we can run only one set of samples through the IAMs, and then post-process the resulting moments. We deﬁne a single “importance sample” for each technology parameter that deﬁnes the IAM runs. Given this sampling of
the technology performance space, alternative portfolios can be
mimicked by simply correcting for the different R&D distributions.
We ﬁrst sample from an importance distribution q j for each
technology j. The elicited distributions are called the nominal distributions,p jτk , where there is a nominal distribution for each
funding level k, team τ, and technology j. We then reweight the
importance sample using the likelihood ratio

w jτk ≡

p jτk (x)
q j (x)

(8)

Speciﬁcally, we generated a 1000-point importance sample for
each technology parameter, assuming independence across the
parameters. This produces an 8-dimensional 1000-point importance sample (to account for the 8 technology parameters). For
each funding level for each technology and each team, we
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Table 1
Importance sampling distributions.

Table 3
The Combined R&D funding amounts, for the 5 technologies assessed.

Quantities

Units

Min

Median Max

Mean

St. dev.

Solar LCOE
Nuclear
Biofuels cost
Biofuels efﬁciency
Bio-electricity cost
Bio-electricity efﬁciency
CCS cost
CCS energy penalty

$/kWh
$/kW
$/GGE
%
$/kWh
%
$/kW
%

0.02
246.3
0.23
23.1
0.01
10.2
3.6
0.2

0.13
3279.8
1.50
46.1
0.05
30.7
660.3
13.9

0.15
3435.9
2.02
51
0.06
32.3
812.6
15.3

0.08
2240.9
1.86
16.9
0.04
12.9
661.8
10

0.37
9156.7
8.9
91.2
0.19
70
2625.3
36.5

reweight the importance sample using the elicited probability
distributions p jτk described in Baker et al. (2015). Finally, we
multiply the probabilities across the 8 parameters (and re-normalize) to get the probability of each 8-dimensional point. Thus,
each IAM only had to run 1000 points, yet we can analyze a very
large number of underlying probability distributions, for different
teams and for different portfolios. These probability distributions
are used to calculate the expected TAC and the expected damages.
Such a reweighted sample will have approximately the same expected value as the nominal distribution.
We use importance samples drawn from a joint combined
distribution for each technology: we use the simple average of the
low, mid, and high funding Combined distributions as our importance distribution. This assures that we cover the Combined
distributions; and provides very good coverage of the three team
distributions while minimizing the number of points in the importance sample with zero probability. Table 1 summarizes the
statistics for each of the importance distributions; while Table 2
summarizes the nominal distributions.
In order to evaluate our importance samples, we performed a
set of diagnostics (Owen, 2013). We ﬁnd that the effective sample
size for the mean and variance estimates, as well as the average of
the likelihood ratios mostly fall within acceptable ranges. Exceptions are biofuels efﬁciency and CCS Energy Penalty for UMass and
Combined: the diagnostics suggest these weights may be skewed,
and therefore the results for these technologies should be taken
with more caution. See Appendix for more details.
Table 2
Summary of nominal distributions derived from elicitations. Each row shows the
minimum and maximum value among all the distributions for each statistic.
Quantities

Min

Median

Max

Mean

St. dev.

Solar LCOE

Min
Max

0.01
0.10

0.08
0.20

0.23
0.48

0.08
0.21

0.03
0.08

Nuclear

Min
Max

201
1263

701
4631

2197
10,172

787
4688

436
2777

Bio-fuels cost

Min
Max

0.18
0.53

0.96
2.51

2.57
11.26

1.18
3.00

0.44
1.75

Bio-fuels efﬁciency

Min
Max

16
35

36
63

77
100

40
62

11
20

Bio-electricity cost

Min
Max

0.01
0.01

0.03
0.08

0.07
0.24

0.04
0.08

0.02
0.05

Bio-electricity efﬁciency

Min
Max

6
20

24
39

47
89

25
40

6
13

CCS cost

Min
Max

0
143

168
1001

1768
4157

386
1064

448
657

CCS energy penalty

Min
Max

0
1

4
22

31
43

9
22

9
11

Average R&D funding (NPV, $ billion)

Solar
Nuclear
CCS
Bio-fuels
Bio-electricity

Low

Mid

High

1.7
6.2
5.3
1.6
1.6

4.0
19.2
17.1
3.7
3.0

33.0
178.3
168.2
20.3
16.9

3.3. Solution methodology and model calibration
3.3.1. Solution method for one-stage and two-stage decisions
All frameworks are solved using a simple dynamic program,
implemented in Excel and Matlab. For the two-stage decision, the
RCP is chosen in Excel, based on the minimum of the sum of damages and abatement cost, and then this is used in the Matlab
model. The MaxiMin EU and MiniMax Regret frameworks are
solved in Matlab by cycling over each of the teams' probability
distributions for each technology.
3.3.2. Calibration
3.3.2.1. Discount rate. We take δ ¼5% for our central discount rate
when calculating the TAC and Damages, the discount rate used in
GCAM.
3.3.2.2. Model outputs. The IAM produces a number of outputs for
each of the 1000 points in the importance sample, including annual abatement ACs, t costs and temperature Tt , s . GDP is exogenous
for GCAM. The damages, Ds, and total abatement cost TACs are
calculated from the outputs as discussed above. The GCAM model
timespan runs until the year 2095.
3.3.2.3. R&D funding amounts. The funding amounts vary considerably by team (see Table A1 in the appendix). In this paper we
use the same R&D funding amounts for each team: the simple
average of the funding amounts across the three teams. Note that
since Harvard elicited Bio-Fuels and Bio-Electricity together, we
combine both technologies into one category called Bio-Combined
in the Harvard case. For the MaxiMin EU and MiniMax Regret
frameworks, we constrain the Bio-Fuels and Bio-Electricity funding levels (that is, Low, Mid, or High) to always be the same, so that
we can compare all three teams across the same portfolios.
The team funding amounts were presented as annual amounts
in Baker et al. (2015). We convert them to Net Present Values using
a discount rate of 3% and a time span of 20 years. Each technology
has only three alternative funding amounts, a Low, Mid, and High
funding amount, as shown in Table 3.
The technology funding amounts represent actual dollars
spent. Theory suggests that the cost to the economy may be
considerably greater, particularly if the funding is being diverted
from other R&D projects. Thus, we consider an opportunity cost
multiplier: κ ≥ 1 is multiplied by the funding amounts. Our central
assumption for the opportunity cost is κ ¼4 (Nordhaus, 2002;
Popp, 2006). We ran experiments using κ = 2 and κ = 8.
3.3.2.4. Probabilities. Each elicitation team derived probability
distributions over each of the 8 technology parameters, based on
the elicitation data. In order to get the Combined probability distributions, the probability distributions of the three teams were
aggregated using a simple linear average over probabilities (Baker
et al., 2015). This is a widely used and well-performing method for
aggregating over experts (Clemen and Winkler, 1999). The four
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Table 4
Climate damages cases considered.
Damages

Parameter

Annual loss of GDP given 2° warming (%)

Low
High

0.0035
0.0181

1.4%
7.2%

nominal distributions used in the importance sampling include
the Combined probability distributions and each of the three
teams' distributions.
3.3.2.5. Damage parameter π. This parameter converts the square
of the temperature into a fraction of GDP lost. The baseline value
in DICE-99 (Nordhaus and Boyer, 2003) is 0.00354; we use this for
our Low Damage value. A value of 0.0181 is chosen for the High
Damage value because it leads to a case where the optimal RCP
varies between 2.6 W/m2 and 4.5 W/m2. We use this value to
compare the one-stage and two-stage frameworks. The damage
cases are shown in Table 4.
3.4. Experimental design
For this example, our experimental design combines sensitivity
analysis over some aspects (the elicitation teams, the climate damages, and the framework) with one-stage and two-stage DMUU.
Fig. 2 provides a chart illustrating the many choices that can be
made in running these models. In this paper we will focus on
results using only the “Combined” funding amounts (discussed in
Section 3.3.2), rather than the individual funding amounts for each
team. For the one-stage Framework we consider three possible
approaches to DMUU and three RCPs. For the two-stage framework the RCP is a decision that is made after the outcome of
technological change is known and we only use a traditional SEU
framework.
We note that all of these decision frameworks are inﬂuenced by
the available set of data and model outputs. For example, we will
consider a discrete set of RCPs rather than a continuous set of
abatement decisions, in order to integrate the insights from the
technologically-detailed IAMs into the analysis. Similarly, we use a
discrete set of funding levels for each technology in order to use
the harmonized data from the elicitation studies.

4. Results
4.1. Framework I: one-stage decision making under uncertainty
Fig. 3 summarizes the results of the one-stage problem under
the assumption of an opportunity cost multiplier equal to 4 (the
results were nearly identical for opportunity cost multipliers of
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2 and 8). The ﬁgure shows the optimal portfolio that is obtained
using the probabilities from each team, from the Combined
probabilities, and from the MaxiMin EU and MiniMax Regret implementations, for each RCP assumption and damage level. We
show 2.6 W/m2 only once since the optimal portfolio is always the
same between the high and low damages. Note that FEEM did not
elicit CCS; the results shown use the combined CCS probabilities in
conjunction with the FEEM data, thus we have shaded these results differently.
We ﬁnd that, given our data, the most common level of funding
in the optimal portfolios is “Low”. To emphasize this, we have
striped any funding level that is different from the “Low” funding
level. At this time we do not have a zero funding level, so we
cannot conﬁrm whether the preponderance of “Low” funding levels is because (1) the investments do not provide a good return
on investment and the optimal would be something closer to zero;
or (2) the Low investments are highly productive and so the
marginal returns from higher investments are not warranted.
We start by comparing the traditional SEU results across elicitation teams. First, as one would expect, the more stringent 2.6 W/m2
stabilization generally has (weakly) more investment in each technology than the 4.5 W/m2 RCP; and there is generally (weakly) more
investment when damages are high than when they are low. There
are, however, a couple of exceptions. When using the Combined
elicitation data we ﬁnd that a Mid-level investment in solar is optimal under 4.5 W/m2; but only a Low investment is in the 2.6 W/m2
portfolio, which features higher CCS, nuclear, and biofuels instead.
When looking at the Harvard results, we see that there is a mid-level
investment in solar for 4.5-low, but not for 4.5-high. An improvement in solar LCOE leads, in GCAM, to a lower cost for achieving the
4.5 RCP; however, it leads to a slightly higher temperature path
through time, since improved solar tends to compete out nuclear and
leave more room for biomass. These slightly higher temperatures are
more important in the high damage case. Thus, solar investment is
more valuable in the low damage case (for its ability to reduce
abatement costs) than in the high damage case (where it slightly
increases damages).
The second interesting result is that the Unconstrained scenario
with high damages has some of the highest technology investment. In an unconstrained world, GCAM simply chooses the mix of
technologies that minimizes the cost of meeting demand for energy services. Even without a carbon constraint, an improvement
in low-carbon technologies leads to a higher share in the mix and
carbon emissions decrease. The R&D model is minimizing the cost
of abatement plus cost of damages plus R&D investment. In the
unconstrained world there is no “abatement,” in the sense of a
reduction in emission below a business as usual; rather the business as usual emissions are simply lower due to technological
change. In an unconstrained world, the cost of the R&D investment
is made up for by the reduction in damages that occurs because of

Fig. 2. Experimental Design

4
The form of the damage function is slightly different in DICE99, but the baseline
damages are very similar.

the naturally lower emissions. This result implies that, in the absence of clear climate emissions policies, investing in technology is
still worthwhile and has some beneﬁts. We have seen in many
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Fig. 3. One stage decision framework results. The ﬁgure compares the results of each of the teams' distributions with the Combined, the MaxiMin EU, and the MiniMax
regret strategies. Horizontal and vertical stripes indicate Medium and High investment respectively. The CCS blocks are pale for FEEM since they did not elicit CCS values;
these results are based on Combined values. The amounts are NPVs.

studies that technology is not enough – climate change will not be
solved by technological breakthroughs alone. But this result says
that even if those policy-makers in charge of technology investment are not conﬁdent that signiﬁcant climate emissions policies
will be put in place, it still makes sense to forge ahead with investment in energy technology R&D.
Third, if we compare the optimal portfolios to the elicitation
results, we see that the optimal portfolio doesn’t entirely follow
the elicitation results: just because a technology has a higher expectation of technological improvement, it may not justify a
higher investment. Table A2 in the Appendix, reprinted from Baker
et al. (2015) shows how the different technologies rank based on
the elicitations for each study. For example, in the FEEM elicitation
bio-electricity has the lowest improvement. Yet, in the
4.5 W/m2-high scenario, bio-electricity is the only technology that
is invested in at a Mid (rather than Low) level under the FEEM
distributions. In the Harvard study, CCS has the highest return, but
is invested in at a Low level in all but one portfolio.
It is easy to see that this result may happen if we look at a
simple model (see Appendix): the optimal investment depends on
both the likelihood of success (R&D effectiveness) and the impact
on the TAC if successful (technology effectiveness). In practice, it is
not always clear: a very low level of technology effectiveness can
make R&D effectiveness irrelevant; a similar level of technology
effectiveness across technologies can make the R&D effectiveness
the driver of the results. In our case, given the elicitation data and
the IAM valuations, we see that both parts of this equation are in

fact important.
Finally, we see, given this data, a great deal of disagreement
when using the technology inputs from the different teams performing the expert elicitations. Given this disagreement, one
possible direction is to look at other optimization approaches such
as the Ambiguity Aversion models, which we turn to now.
We see that, given the set-up of this model, using the MaxiMin
EU framework tends to lead to smaller investments, taking a more
pessimistic view of the R&D returns. This is because the uncertainty in this case is only about technology, not about climate
damages: the RCP and the level of damages are taken as given;
therefore in an extreme ambiguity-averse framework, these factors receive less negative weight. On the other hand, there are
multiple priors over the outcomes of R&D, therefore the MaxiMin
EU avoids ambiguity by making smaller investments.
The MiniMax Regret, on the other hand, tends to be more optimistic, with larger overall investments than the MaxiMin EU, the
Combined case, and most of the individual teams. This is because
in this framework the objective is to minimize the regret of not
being in the best state, so it tends to be the most optimistic prior
that chooses the portfolio. The MiniMax Regret avoids ambiguity
by making investments that are closer to the best case. This type of
difference between the two ambiguity-averse frameworks has
been seen before, for example in Perakis and Roels (2008).
The question is what to do with this information, especially
when frameworks designed to take ambiguity aversion into account give such differing results? Given near term uncertainty
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over the prospects for advancement in climate technologies, how
should a decision maker interpret these results? Since there is no
single framework or set of axioms that leads to one ambiguityaversion framework, it is difﬁcult to recommend that policy-makers choose one or the other (see Stoye (2011) for uniﬁed axiomatic foundations for a number of decision-theoretic approaches;
see Klibanoff et al. (2005) for smooth ambiguity). One potential
way to use these results is to focus on the cases where there is the
most difference between the solutions of the different DMUU
approaches, and investigate these particular cases. For example,
the key difference between the optimal portfolios among the three
aggregated approaches (Combined, and the two Ambiguity Aversion models) in the 2.6 W/m2 case is the investments in nuclear,
and to some degree into the bioenergy technologies. This indicates
that we may want to look very closely at these elicitation data sets.
When going back to the original elicitations, we see that there is
the most disagreement among the teams in the Nuclear technology. The bioenergy technologies required signiﬁcant assumptions
for two of the teams in order to differentiate between efﬁciency
and non-energy costs. This suggests that an analyst supporting a
decision maker should (1) go back and consider weighting the
current set of elicitations based on a judgment of quality; and/or
(2) put resources toward additional, careful elicitations in these
topics. See Appendix for suggested approaches.
4.2. Framework II: two-stage decision making under uncertainty
In the two-stage framework, there is an “option” – to choose an
RCP based on the outcome of technical change. When damages are
low, then it is optimal to choose 4.5 W/m2 nearly always, with
unconstrained being optimal in less than 1% of the cases. In this
case, the two-stage results are not very interesting: in each of the
four cases we ﬁnd that the optimal portfolio for the 2-stage problem is the same as for the 4.5-low. The high damage case is more
interesting and the results are shown in Fig. 4, where we compare
the results for the 1-stage problem under 2.6 and 4.5-high
alongside the 2-stage results. When damages are high the
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investment in technology has a large impact on how often the
2.6 W/m2 RCP is chosen over the 4.5 W/m2. In the Combined case,
when investment is low in all technologies, 2.6 W/m2 is optimal
only 14% of the time. But, when investment is high in all technologies, 2.6 W/m2 is optimal 51% of the time. Thus, in this case,
technology not only reduces the cost of a given RCP, it also causes
the optimal RCP to become more stringent, thus reducing
damages.
For the Harvard and the Combined, the 2-stage optimal portfolio falls in between the two 1-stage cases. For the FEEM data, the
2-stage optimal portfolio is the same as the 4.5 W/m2-high. The
UMass result is a bit more interesting: the results of the two-stage
framework are not an average or combination of the 2.6 W/m2 and
4.5 W/m2-high. High investment in Bio-electricity is optimal in
both the 2.6 W/m2 and the 4.5 W/m2-high; yet it is only Low in the
2-stage, replaced by nuclear and biofuel. This is an illustration of
the kind of results that can only be seen if we explicitly consider a
2-stage problem. This implies that bio-electricity has low option
value, while nuclear and biofuels have higher option value, allowing for lower damages by switching to 2.6 W/m2 more often:
when the investment in all technologies is low, the 2.6 RCP is
optimal 13% of the time; when bioelectricity moves from low to
high, the 2.6 RCP moves to being optimal 18% of the time, a modest
change; when the investment in nuclear moves from low to
medium, the 2.6 RCP moves to being optimal 50% of the time.
Thus, nuclear has considerably more option value and is chosen
over bioelectricity in the 2-stage model.
Finally, we summarize all results in Table 5. This table can be
used to look up particular policy scenarios or particular technologies and identify areas of agreement. For example, we see that
CCS is almost always funded at a medium level under a 2.6 RCP,
and hardly ever otherwise. We see the most agreement across
teams in the Unconstrained-Low scenario, with very few medium
(and no high) investments across the board.

Fig. 4. Comparison of one stage – high and two stage – high decision framework results.
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Table 5
Optimal Scenario Rubric. Key: C: combined; F: FEEM; H: Harvard; U: UMass; M: MaxiMin EU; R: MiniMax Regret. An initial means that the optimal investment based on that
team’s elicitations is medium; a bolded initial means high. For Harvard Bio-Elect and Bio-Fuels we have shown both if Harvard has a medium investment in biomass
technologies. We have blocked out M and R in the 2-Stage model to indicate that there are no Ambiguity Aversion Frameworks for the 2-Stage model.
Bio-elect
2.6
Uncons.-high
4.5-High
4.5-Low
Uncons.-low
2-Stage-high
2-Stage-low

H
H
H
H
H

F
F
F

F
H

Bio-fuels
U
U

C
C
C
C
C
C

M
M
M
M

H
H
H
H
H
H

F
F

CCS
U
U
U
U
U
U

C
C

M
M
M
M

H

Nuclear
F

C

M

R
R
R

C

5. Conclusions
In this paper we provide a brief overview of decision frameworks that can be used to consider the optimal climate-energy
technology R&D investment under uncertainty about the prospects for technological change. We then explore the implications
of different decision frameworks, especially when there are multiple potential probability distributions for each technology.
Methodologically, we investigate this problem using importance sampling, a technique with great promise for combining
large IAMs with expert elicitations. This is a different application
of importance sampling, which has typically been used to estimate
statistics in cases where the region of interest is of low probability.
We use it, instead, to enable a numerically efﬁcient way to use
large IAMs for uncertainty analysis. This allows us to consider the
results of multiple elicitation teams as well as multiple funding
levels while keeping the number of runs of the large scale models
to a reasonable number.
From the numerical example using elicitation results from
three large scale multi-technology studies, we note a set of ﬁndings. First, the results of the portfolio optimization do not directly
follow the results of the underlying elicitation data: the optimal
investment depends on more than just the technological outcome.
One technology may have the most promising future in terms of
the overall improvement that can be achieved with R&D investment, but it may not turn out to be the best investment. The
overall beneﬁt of an R&D program depends on how that technology competes with the other technologies available in the economy and how it interacts with climate policy. On the other hand,
we see that the optimal portfolio does depend heavily on the
underlying probability elicitations. Thus, the conclusion is that
both parts of this equation are crucial for crafting R&D policy –
understanding the prospects for technological advancement and
understanding the complex interactions between technologies in
the economy.
A result that we have not seen explicitly in the literature is that
energy technology R&D is valuable even in the absence of climate
policy. We saw that the optimal portfolio was particularly high in
the unconstrained scenario with high climate damages. While
technology alone is not the solution to climate change, it is apparently better than nothing. This suggests that policy makers
should move ahead with investment in energy technology R&D
even if they are uncertain about the future climate policy
environment.
By comparing a one-stage model, which takes the RCP as given
regardless of the outcomes of technical change, and comparing it
to a simple two-stage model, in which the RCP is chosen knowing
which technologies have been successful, we illustrated that some
technologies may decrease ﬂexibility, while others may have an
“option value” that cannot be easily identiﬁed in one-stage

H

H

Solar
U
U
U
U
U
U

C
C

R
R

H
H

F
F

M
M

R

H

C
C

H

C

C

frameworks. We found that when the RCP was ﬁxed at 2.6 W/m2
or 4.5 W/m2 the optimal investment based on UMass data for
bioelectricity was High; but in the two-stage model, the optimal
investment in bioelectricity was Low. This speciﬁc result is related
to the speciﬁc and discrete policy scenarios that were simulated
(i.e. the RCPs); however the general insight should be robust: care
should be taken to identify technologies (and other near-term
alternatives) that allow for ﬂexibility in the future to respond as
more is learned.
There is a movement in part of the literature to take ambiguity
aversion into account when making optimal policy. This suggestion is quite controversial and contentious [e.g. Sims (2001)]. We
have presented results on the optimal portfolio using a traditional
SEU framework with the results of two very simple Ambiguity
Aversion frameworks. We ﬁnd that different Ambiguity Aversion
frameworks can produce very different results – some with more
and some with less investment than traditional SEU. We suggest
that while these results may not give a clear guidance to policy
makers, they may instead be more useful to guide future careful
study and analysis of how to use available elicitations.
This analysis illustrates that optimization models are not the
end of the analysis, providing a clear single best strategy. Rather,
they are an important part of the analysis to inform decisions, and
can provide insights that are not otherwise easy to see (such as
which technologies have option value) or on the other hand provide evidence for existing intuitions that are otherwise difﬁcult to
support (such as the value of energy technology R&D even in the
absence of climate policy). While there will always be aspects of
policy decision making that cannot be captured by models or data,
this analysis indicates the importance of using models and data to
inform decisions.
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